
Agent-based Modelling in Economics: Hamill & Gilbert (2015) 

1 

 

Chapter 3: Heterogeneous Demand 

 

This chapter introduces ABM by showing how it can be used to create heterogeneous agents 

whose characteristics and behaviour can be summed to generate observed macro patterns. 

Like many introductory economics text books, this book starts with the choices faced by 

consumers and the determinants of consumer demand. Three models are presented in which 

agents represent households. The first model generates a budget distribution to replicate the 

observed distribution of income in the UK. The second adds a Cobb-Douglas utility function 

to draw both individual and aggregate demand curves and demonstrates how consumers’ 

choices can be tracked from their preferences to their contribution to aggregate demand. The 

third model provides a practical way of examining the effect on demand of price changes. 

Finally, the chapter compares the results from these simple models using heterogeneous 

agents with those from a ‘representative agent’ analysis. 

 

Key words: consumption, indifference curves, preferences, utility, Cobb-Douglas utility 

function, demand, own-price elasticity, representative agent 
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Introduction 

Economics is about the allocation of scarce resources. In other words, it is about making 

choices. Like most introductory economics textbooks, this book starts with the choices faced 

by consumers and the determinants of consumer demand.  

 

Consumers spend money on many different things. And different households will have very 

different spending patterns: a pensioner living alone will not buy the same things as student 

living alone, nor as a family with children. In the UK, the Office of National Statistics (ONS) 

undertakes an annual survey of households’ spending (ONS, 2011). The information 

collected is very detailed as it is used to set the appropriate weights for the retail and 

consumer price indices. In the USA, the Bureau of Labor Statistics conducts the similar 

Consumer Expenditure Survey.  

 

Figure 3.1 shows what the UK 2010 Family Spending survey found in broad terms: housing, 

food and fuel accounted for 40 per cent of the average household’s budget. It also shows the 

spending pattern for the poorest, defined as those in the bottom 10 percent of the distribution 

of gross household income; and for the richest, in the top 10 per cent. For some expenditure 

categories, such as housing, the budget share varied little from the richest to the poorest 

households. However, the poorest households spent much higher proportions of their budgets 

on food, fuel and power than the richest while the opposite was the case for transport.   

 

Looking at expenditure patterns in more detail, consumption is even more varied. For 

example:  

 while 99 per cent of households reported spending on food during the survey period, 

and four out of five reported buying fresh fruit, only 45 per cent reported buying 

apples.  

 while 99 per cent of households reported spending on recreation and leisure during 

the survey period, only about a third reported buying pet food and only a fifth, books.  

 

Thus households have different incomes, different tastes and different spending patterns. 

While the spending pattern of the average household may be useful for certain purposes, such 

as constructing a consumer price index, it is very likely that no household actually spent their 

budget in that way. Consumers are heterogeneous.  
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Figure 3.1: Budget shares by household income: UK, 2010 

 

Source: ONS (2011) 
Notes: (1) “Richest” = top gross income decile; “Poorest” = bottom gross income decile. (2) Housing 
expenditure based on broad definition, including mortgage payments. 

 

 

One of the key benefits of agent-based modelling is its ability to deal with heterogeneity and 

this chapter demonstrates how this can be done. In the next section an ABM based on basic 

text-book consumer demand theory is developed. Then practical models to examine the 

impact of price changes in the real world are presented. The chapter ends with a summary 

and an assessment of models based on heterogeneous agents with those that use 

representative agents. The Appendix to the chapter describes the model in detail and suggests 

ways of using them.  

 

  



Agent-based Modelling in Economics: Hamill & Gilbert (2015) 

4 

 

Modelling basic consumer demand theory 

A household’s demand for a good depends on its tastes, its budget, the price of the good in 

question and the prices of other goods. Tastes, or more formally preferences, can be modelled 

by a utility function, from which indifference curves are generated, showing which 

combinations of goods generate the same level of utility. The slope of an indifference curve 

therefore shows how much of one good the household is willing to give up for more of the 

other or, put formally, the marginal rate of substitution (MRS).  

 

To maximise utility subject to a budget constraint, the slope of the indifference curve, which, 

as just explained, is the MRS, must equal the slope of the budget constraint. The slope of the 

budget constraint is determined by relative prices. If prices change, the slope of the budget 

constraint changes and so does the utility-maximising choice. Tracking these choices as 

prices are changed traces a demand curve.  

 

An example shows how this works. There are two goods, A and B. Good B is defined as a 

“composite commodity” that comprises all the things that are bought except good A. 

Furthermore, the units of this composite commodity are defined as all that can be purchased 

for one unit of currency (be it £1, $1 or €1). In other words, the price of B is always 1. (In 

some texts, this composite commodity is described as a numeraire.) In this way, a two-good 

analysis can be applied to many choices.  

 

Specifically, consider a household with a budget of £100, the price of A and the price of B 

are both £1 and this particular household’s utility is maximised when it buys 50 of A and 50 

of B. However, if the price of A in terms of B doubles (from 1 to 2), then to continue to 

maximise its utility, given the assumed utility function, the household’s demand for A falls 

from 50 to 25. Because it can now afford less A, the household has moved to a lower 

indifference curve. This is shown in the top of Figure 3.2. This analysis generates two points 

on the demand curve: when the price of A is 1, demand is 50 and when price is 2, demand is 

25. Repeating this analysis gives more points to plot the demand curve shown at the bottom 

of Figure 3.2. (Note that because of the form of the utility function assumed, the demand for 

B is not affected by price changes in this example because total expenditure on A does not 

change, remaining at £50. This is discussed further later.)  
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Figure 3.2: Effect of a change in price on demand 
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To create an agent-based model using this theory, agents representing households are each 

allocated a budget and a utility function. To draw demand curves, each household is asked 

how much of the good in question it would buy at that price. First, we show how to model 

budgets, and then we add a utility function and generate demand curves. 

Distributing budgets 

Economic theory refers to budgets, but defining budgets operationally is not straightforward. 

A household’s budget is clearly related to its income. But surveys show that some poorer 

households report spending more than their income (Carrera, 2010). In some cases, this 

appeared to be temporary as the households were young, in education or temporarily out of 

work and this expenditure was funded by savings. In other cases, income was probably 

under-reported. In contrast, richer households do not spend all their income. However, to 

keep this model simple, budgets are defined as disposable income (as defined in Box 3.1), so 

that any borrowing is ignored and it will be assumed that poorer households have very little 

scope for increasing expenditure if prices rise.  

Box 3.1: Definition of household disposable income 

 

ORIGINAL INCOME 
before government intervention 

plus 
CASH BENEFITS 

equals 
GROSS INCOME 

less 
DIRECT TAXES and LOCAL TAXES 

equals 
DISPOSABLE INCOME 

 

 

For example income from employment and 
investment for all household members. 
 
For example state retirement pensions. 
 
 
For example income tax, and in the UK, National 
Insurance contributions and council tax. 

 

Note that this excludes 
BENEFITS IN KIND 

 

 
 

For example health, and education. 
 

Source: based on Barnard et al (2011). 
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To make the model as realistic as possible, the distribution of budgets should reflect the 

distribution of disposable income in the UK in recent years. The main metric used to describe 

distributions of incomes is the Gini coefficient: if everyone had the same income, the Gini 

coefficient would be zero and if a few people were very rich and most very poor, the Gini 

coefficient would approach one. In other words, the higher the Gini coefficient, the greater 

the inequality. (For more about the Gini coefficient, see Box 3.2). But it is also common to 

look at the ‘P90/P10’ ratio, which is the ratio of the income at the 90th percentile to the 10th. 

In the UK in recent years the Gini coefficient has been about one third and the P90/P10 ratio, 

just over four based on households’ equivalised disposable income (Barnard et al, 2011: 

Table 27). (For an explanation of ‘equivalised’ see Box 3.3.) 

Box 3.2: The Gini coefficient 

 

  

If income were distributed evenly, 
then, for example, 50 per cent of 
households would have 50 per 
cent of the total income. In 
practice, the distribution is skewed 
and the poorest half receives 
much less than half the total 
income. Graphically, the income 
distribution can be represented by 
the Lorenz curve.  
 
The Gini coefficient is the ratio of 
the area between the Lorenz curve 
and the straight line that 
represents an equal distribution 
(indicated by the darker shaded 
area A) and the total area below 
the straight line (area A + area B).  
 
In other words, the Gini coefficient 
measures the extent to which the 
actual distribution of income 
deviates from complete income 
equality: the lower the coefficient, 
the more even the distribution.  
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Box 3.3: Equivalised disposable income. 

Equivalisation is a process of adjusting incomes to reflect the common sense view that, in order to 
enjoy a comparable standard of living, a household of, for example, two adults will need a higher 
level of income than a household of one person. 
 
The data presented here from Barnard et al is based on the modified-OECD scale using following 
weights: 
  First adult: 0.67 
  Second and subsequent adults: 0.33 (per adult) 
  Child aged 13 and under: 0.20 
  Child aged 14 and over: 0.33 
The values for each household member are added together to give the total equivalence number for 
that household. Disposable income is then divided by this number to give equivalised disposable 
income for the household.  
 
For example, take a household comprising a married couple with two children under 14. The 
household's equivalence number is  
                  0.67 +0.33 + 0.20 + 0.20  =  1.40. 
If the household's disposable income is £20,000, its equivalised disposable income  
= £20 000/1.40 = £14 286. 

Source: Barnard et al (2011). 

 

The model allocates a budget to each household so that the average is 100. But because this is 

a stochastic process, each run will produce different results and so, as explained in Chapter 2, 

it is necessary to take averages over several runs. Figure 3.3 shows an example of the output 

based on 1 000 agents over 30 runs: the distribution is based on all 30 000 agents while 

metrics – the minimum, median, mean and maximum – are the means of these metrics taken 

from each run. This shows that while there is little variation in the minimum budgets between 

runs, the maximum varies a great deal. (Because the distribution is normalised, the mean 

budget is the same in all runs (100), so the standard deviation of the mean is zero.) The Gini 

coefficient is simply the average over 30 runs. Overall, the model broadly replicates the 

distribution of household equivalised disposable income in the UK in recent years: the 

median budget is below the mean budget, the Gini coefficient is around third and the P90/10 

ratio just over 4. The model is described in Appendix A3.1.  
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Figure 3.3: The budget distribution model. 

(Based on 30 runs, each with 1 000 agents.) 
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Giving preferences to households 

 

In economic theory, preferences are modelled by utility functions. A Cobb-Douglas utility 

function has been chosen because it offers a very simple analysis that may already be 

familiar. The Cobb-Douglas utility function for two goods is  

Ὗ ὃὄ  

where U is utility, A and B the quantities of goods A and B respectively and alpha (α) must 

lie between zero and one. Each agent’s tastes are controlled by alpha: the higher alpha, the 

stronger the preference for good A. When utility is maximised subject to the budget 

constraint, the demand for A, A
* 

 is given by alpha (α) multiplied by the agent’s budget (m) 

and divided by the price of A (PA): 

A
* 
=   

Further, this means that when utility is maximised, the share of the agent’s budget spent on 

good A is alpha. See Box 3.4 for details.  
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Box 3.4: Mathematics of the Cobb-Douglas utility function 

The Cobb-Douglas utility function for two goods is  
 

Ὗ ὃὄ          (1) 
Where U = utility, A and B the quantities of goods A and B, and  
π  ‌ ρ Ȣ  (The higher  ‌, the stronger the preference for good A.) 
 

The marginal rate of substitution (MRS) =         (2) 

Where the deltas (‬) represent partial derivatives to measure what happens when one variable 
changes and the others remain the same. (For an explanation of partial derivatives, see, for example, 
Bradley & Patton, 2002: 336-340.) Differentiating gives: 
 

MRS =    
 

 
     =       (3) 

 
Note that if ‌ were to equal 1, the denominator of the MRS would be 0 and so ‌ is always less than 
1. 
 
The budget constraint can be written as 
ά ὖὃ  ὖὄ       (4) 
 
where m is the budget, ὖ is the price of A and ὖ, the price of B and ὖ and ὖ  are independent. 
  
Re-arranging (4) gives  
 

ὄ  
 

   (5) 

 
So the slope of the budget line is the price of A divided by the price of B. Utility will be maximised 
when this equals the MRS i.e. from (3): 

   
 
       (6) 

Substituting (5) in (6) gives:   

ά ὖὃ

ὖὄ
        

 
        (7) 

 
Re-arranging (7),  the   ὖ  s cancel out and so utility is maximised when 
 

A =    (8) 

 
Re-arranging (8) gives 

‌         (9) 

 
In other words  hequals the budget share of A when utility is maximised subject to the budget 
constraint. 
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At this point, the model is populated by 1 000 household agents having budgets distributed in 

roughly the same way as the UK population. Taking food as an example, the next step is to 

find out what proportion of their budgets each allocates to the purchase of food; in other 

words, the households’ budget share for food. The average budget share for food was about 

10 per cent in the UK in 2010 although the shares varied from nearly 15 per cent in the 

bottom quintile of households – the poorest twenty per cent – to 8 per cent in the top quintile 

– the richest twenty per cent (ONS, 2011). But these are only averages and within each 

quintile, there will have been variation too: so some of the poorest may spend more than 15 

per cent and some of the richest, less than 8 percent. To model these variations a mean budget 

share (or alpha) is allocated to each budget quintile group together with the same standard 

deviation for all groups; and for each group, budget shares are distributed normally using 

those two parameters. For example, for the bottom quintile the budget share is allocated 

randomly using a normal distribution with a mean of 15 per cent (or 0.15) and a standard 

deviation of 2 per cent (or 0.02). This means that two-thirds of the households in the bottom 

quintile will have budget shares of between 13 per cent (or 0.13) and 17 per cent (or 0.17) 

and almost all will have budget shares between 9 per cent (0.09) and 21 per cent (0.21).  This 

is illustrated in Figure 3.4.    
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Figure 3.4: Assumed budget shares (alphas) for food 
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Figure 3.5 shows an example (based on a single run) of the distribution of budget shares 

generated by the model using 1 000 agents: the shares range from 2.6 per cent (0.026) to 20.1 

per cent (0.201), with a median of 11.6 per cent (0.116) and an average of 10.2 per cent 

(0.102).  

Figure 3.5: Results: distribution of budget shares generated by model 

(Based on a single run using 1 000 agents. A single run is used as this model serves only to illustrate 
the methodology and has no practical value.) 
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Each household is then asked how much it would buy at a given price, following through the 

process illustrated in Figure 3.2. This means that for every price, a set of demands are 

generated, as shown in the example in the left panel of Figure 3.6. Repeating this process for 

different prices and adding together the demand from each household produces an aggregate 

demand curve as shown in the right panel of Figure 3.6. Each point of the demand curve on 

the right was found by summing the demands of households, as shown on the left of Figure 

3.6, and plotting the total against the price to generate that total. In other words, the macro 

aggregate demand curve has been created from micro assumptions about households’ budgets 

and utility functions. 

Figure 3.6: Results: demand for food based on a Cobb-Douglas utility function. 

(Based on a single run of 1 000 agents.) 

 

Base price = 1 

 

 

The impact of price changes on demand is measured by the own-price elasticity (called ‘own-

price’ to distinguish it from cross-price elasticities, which measure the effect of a change in 

the price of one good on the demand for another and which are not used here). The own-price 

elasticity is given by: 

 
ὴὩὶὧὩὲὸὥὫὩ ὧὬὥὲὫὩ Ὥὲ ήόὥὲὸὭὸώ ὨὩάὥὲὨὩὨ

ὴὩὶὧὩὲὸὥὫὩ ὧὬὥὲὫὩ Ὥὲ ὴὶὭὧὩ
 

 

If the price rises by 1 per cent and the quantity demanded falls by 1 percent, then the price 

elasticity is said to be one or, strictly, minus one. In this case, the expenditure on the good 
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does not change. But if the own-price elasticity is less than one, total expenditure will rise if 

the price is increased; and if the elasticity is more than one, expenditure will fall. 

 

Given the Cobb-Douglas utility function, a household’s demand for a good depends on the 

good’s price, the household’s budget, the good’s share budget share in that household (as 

previously discussed). Because neither the budget nor the budget share change when the price 

changes, the amount spent on the good in question does not change, so the own-price 

elasticity is always (minus) one for small changes. (To see why this is only the case for small 

price changes, see Box 3.5.) 

 

Box 3.5: Relationship between expenditure and price elasticities. 

 
Assumed  price = 1 and quantity demanded = 100 
Then total expenditure = price x quantity =  1 x 100 = 100 
 
Assume the price rises by 1 per cent and expenditure on the good does not change, then the 
quantity purchased will be   
 
ÔÏÔÁÌ ÅØÐÅÎÄÉÔÕÒÅ 

ÎÅ× ÐÒÉÃÅ 
  =  

Ȣ
  = 99 

 
 
The price elasticity is defined as 
 

percentage change in quantity demanded

percentage change in price
  = 

 Ⱦ 

Ȣ
  = 

Ȣ  

Ȣ  
 = -1 

 
 
But if the price doubled, then to keep the expenditure the same, the quantity purchased would have 
to halve:   
 
total expenditure 

  
  =    = 50 

 
Thus the own-price elasticity =  
 

 Ⱦ 

 
  = 

Ȣ 

 
 = -0.5 

 

 

Because the Cobb-Douglas utility function is used in this model, the price elasticity is the 

same for all agents, the percentage change in demand is the same for all households and total 

expenditure on the good whose price has increased does not change. However, the percentage 

change in utility will differ between households. The model plots the change in utility against 
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budget for each of 1 000 households as shown in the example in Figure 3.7. The figure also 

shows that the poorest households suffer the greatest reductions in utility because they spend 

a higher proportion of their income on food. 

 

This model is described in Appendix A3.2. 

Figure 3.7: Results: change in utility by budget following a 10 per cent increase in the 

price of food.  

(Based on a single run with 1 000 agents.) 
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The simplicity of the Cobb-Douglas utility function has a basic disadvantage, namely that the 

share of an agent’s budget that is spent on a particular class of goods is fixed whatever 

happens to prices. If price changes are small a fixed budget share may be a reasonable 

assumption and much economic analysis is based on marginal decisions. However, if, for 

example, food becomes very expensive, people will buy cheaper or less food but they are also 

likely to cut down on non-food expenditure so as to be able to spend more on food. In other 

words, alpha should vary with the price of the good in question. More complicated utility 

functions, such as the Constant Elasticity of Substitution, have been developed to overcome 

these problems. But in the real world, households do not have observable utility functions. 

Indeed, it is arguable whether households even have utility functions of the kind envisaged by 

economic theory, based on rational or consistent choices (see, for example, Kahneman, 2011) 

let alone the continuously differentiable utility function described in text books. For these 

reasons we shall leave the Cobb-Douglas utility for now, though we shall be returning to it in 

Chapter 5. The next section presents more pragmatic models to use to examine the effect of 

price changes in the real world. 
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Practical demand modelling  

It is possible to model the effect of changes in prices without making any assumptions about 

an underlying utility function by using just budget shares and price elasticities. As in the 

previous model, agents represent households and budgets are distributed to generate a Gini 

coefficient of about a third and a P90/P10 ratio of about four. But instead of relying on a 

utility function to generate price elasticities, these are selected by the modeller.  

 

Again, food is taken as the example and budget shares are allocated in the same way. As 

realism is now important, to check that the chosen parameter values ‘add up’ to what is 

observed in the real world, the overall distribution of total expenditure on food between 

quintiles generated by the model is compared to that shown in the Family Spending survey in 

Figure 3.8. The model does yield a pattern of overall budget shares for each quintile that is 

similar to the observed pattern: for example, in 2010 the top quintile – the darkest section of 

each bar – accounted for 30 per cent of the total expenditure on food while in the model, the 

top quintile accounts for 32 per cent.  

Figure 3.8: Results: how total expenditure on food is distributed across the budget 

quintiles compared to the actual distribution 

(Based on 30 runs with 1 000 agents.) 

 

 

 

Source: actual: ONS (2011). 
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Price elasticities are usually evaluated at the mean. Yet how households react to price 

changes will depend on their income. For a basic good, such as food, richer households may 

not react at all to an increase in prices, funding the additional expenditure by saving less, 

while poorer households may have to cut consumption because they cannot afford to spend 

more. Put formally, price elasticities (for small price changes) could vary between 0 for the 

richest households, who consume as they did before the price rise, and (minus) 1 for the 

poorest, whose total expenditure on food does not change but who have to consume less. 

Although this is rather obvious, surprisingly estimates of price elasticities for different 

income groups are rare. One of these rare examples is Blundell et al (1993). They estimated 

that the own-price elasticity for food varied from an average of about (minus) 0.6 for those in 

the bottom quartile of the expenditure distribution to an average of (minus) 0.3 for those in 

the top decile, while the overall elasticity was (minus) 0.5. (These are averages and within 

each expenditure group, the elasticity will vary between households.)  

 

Based on Blundell et al’s (1993) estimates, we have assumed the elasticities shown in the top 

panel of Box 3.7. Again the model allows for variation both between quintile groups and 

within quintile groups. The same method is used to allocate elasticities as for allocating 

budget shares. For each quintile group, a mean is set and the elasticities are allocated 

normally using these means and an overall standard deviation. So, for instance, if the mean 

own-price elasticity of the middle quintile is set at (minus) 0.4, with a standard deviation of 

0.1, then two-thirds of the middle quintile households will have elasticities lying between 

(minus) 0.3 and (minus) 0.5 while almost all will have elasticities between (minus) 0.1 and 

(minus) 0.7.  On the basis of all these assumptions, the model produces an overall elasticity 

of (minus) 0.5, but ranging from zero to (minus) 0.9. The resulting distribution of elasticities 

is shown in the top panel of Box 3.6.  

 

On this basis, a price rise of 10 per cent will reduce demand by 4.4 per cent and total 

expenditure will rise by 5.1 per cent. However, this increase in expenditure will vary from 3.4 

per cent among the poorest to 6.7 per cent among the richest households. Overall, the budget 

share rises from 10.3 per cent to 10.8 per cent. The details are shown in the lower panel of 

Box 3.6. 
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Box 3.6: Practical demand model: food  

(Based on 30 runs with 1 000 agents.) 

Own-price elasticities 

Assumed mean price elasticities 
  Bottom quintile         -0.6  
  Lower quintile           -0.6 
  Middle quintile          -0.5  
  Upper quintile            -0.4  
  Top quintile                -0.3 
  (All with sd of 0.1) 
 
 
   
 
 

 Distribution of elasticities 

  
Mean -0.48 (sd 0.05) (N= 30 000 ie 1 000 agents over 30 runs) 

Effect of 10 per cent price rise 

 
 
Average per cent change in: 
- demand:  mean - 4.41 (sd 0.04) 
- expenditure: mean +5.15 (sd 0.05) 
 
Budget share (per cent):  
- before: mean  10.29 (sd 0.08) 
- after: mean  10.82 (sd 0.09) 
 

 

Note: N = 30 i.e. on each run, we 
took the average and here we report 
the average of those 30 
averages. 

 

Change in expenditure by budget quintile 
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This model is adequate for examining the consumption of things that are consumed by 

everyone, such as food in general. But the more narrowly consumption is defined, the less 

likely it is that all households consume the item in question. To contrast with the example of 

food, the next example is a luxury good mostly consumed by better-off households, which 

has an own-price elasticity of more than (minus) one. The example taken is expenditure on 

‘cinema, theatre and museums etc’. In the UK in 2010, the average budget share of this 

category was ½ per cent, rising from ¼ per cent for the poorest income decile to ¾ per cent 

for the richest (ONS, 2011). This pattern means that the expenditure is concentrated in the 

two top quintiles: indeed, forty per cent of households account for nearly three quarters of the 

total expenditure. However, only 16 per cent of households reported any expenditure on these 

outings during in the survey period. 

   

Because not everyone consumes these entertainment services, a two stage model is required. 

The first stage determines who consumes, while the second stage determines how much those 

households that consume, do consume. Ideally we would determine which households 

consume by taking into account income and other characteristics such as age, education or 

class. We shall do this in Chapter 4 but here, for simplicity, the first stage is simplified by 

setting the initial proportions of each budget quintile group that consumes, together with a 

minimum consumption level below which consumption is rounded down to zero. This 

minimum is required so that when prices rise, some households will actually stop consuming.  

 

The method is the same as used for allocating budget shares and own-price elasticities: for 

each budget quintile group a mean is set and allocations are made randomly within a normal 

distribution with an overall standard deviation for all quintiles. There are therefore three sets 

of parameters for which the mean for each budget quintile and a common standard deviation 

for all must be set: 

 For the budget shares 

 For the initial percentage consuming 

 For the price elasticities.  

 

The levels are chosen to reflect the overall distribution of the expenditure between quintiles 

and produce the overall budget shares noted above. The details are shown in Box 3.7.  
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On this basis, the model showed 16.7 per cent of households consumed, which is in line with 

the 16 per cent observed; and the overall budget share, including non-consumers, was 0.47 

per cent, again in line with the observed budget share of 0.5 per cent. The bottom panel of 

Box 3.7 shows how the model replicated the observed pattern of total expenditure across the 

quintiles.  

 

Box 3.7: Results: Expenditure on cinema and theatre visits 

(Based on 30 runs with 1 000 agents.) 

Assumptions 

                                   Initial per cent        Mean budget share of                      
                                     consuming                     consumers  
                                               (1)                          (per cent)     
                                                                                     (2)                     
  
 Bottom quintile                  15                               1.0                                
 Lower quintile                    10                                1.0                                                        
 Middle quintile                  15                                2.0                                                      
 Upper quintile                    25                                2.0                                                       
 Top quintile                        25                                3.0                                                        
  
(1) Minimum consumption level  (below which consumption is  rounded down to zero) = 0.1 
(2) sd  for all quintiles = 0.5%                          

How total expenditure on cinema and theatre visits is distributed across the income/budget 
quintiles compared to the actual observed distribution. 

 

Source: actual: ONS (2011) 

 

  

0% 20% 40% 60% 80% 100%

Actual

Model

Per cent of total expenditure 

Bottom Lower Middle Upper Top quintiles
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Turning now to the impact of price changes, Macmillan & Smith (2001) found “a strong 

inverse relationship between cinema admissions and price” in the UK, but did not offer a 

figure for the price elasticity. The nearest figure we have found is Dewenter & Westermann’s 

(2005) estimate that the price elasticity of cinema visits in Germany was over (minus) 2. This 

means that if the price rises by 10 per cent, the demand will fall by more than 20 per cent and 

total expenditure will fall by more than 12 per cent (1.10 x (1 - 0.2)). But each household will 

have a different elasticity depending on its income and its priorities. For a luxury such as 

these outings, the poorer households will probably reduce their expenditure by more. 

However, we do not have any estimates of price elasticities by income group and so have 

assumed somewhat arbitrarily that the price elasticities vary from (minus) 2.5 for the poorest 

to (minus) 1.5 for the richest with a standard deviation for all groups of 0.5 (as shown in the 

left top panel of Box 3.8). On this basis, the average elasticity is (minus) 2 varying from 

(minus) 4.4 to 0 (as shown in the right top panel of Box 3.8). 

 

If the price rises by 10 per cent, the model suggests that demand will fall by 17 per cent and 

total expenditure by 8 per cent. A few (0.1 per cent) households will stop consuming 

altogether, all of these being in the bottom two quintiles. As a result, according to the model, 

the fall in expenditure will vary from a reduction in expenditure of 20 per cent among the 

poorest to only 6 per cent among the richest households. Overall, the budget share falls from 

0.47 per cent to 0.43 per cent. The full results are shown in the lower panel of Box 3.8. In 

effect, the increase in price concentrates expenditure even more in the higher income groups.  

  



Agent-based Modelling in Economics: Hamill & Gilbert (2015) 

25 

 

Box 3.8: Effect of a price rise on demand for cinema and theatre visits 

Own-price elasticities 

 
Assumed mean price 
elasticities  
 Bottom quintile      -2.5  
 Lower quintile      -2.5  
 Middle quintile     -2.0  
 Upper quintile      -1.8  
 Top quintile          -1.5 
(All with sd of 0.5)                 
 
 
 
 
  
 
 
 
 
 

 

 
Mean -2.06 (sd 0.64) (N= 30 000 ie 1 000 agents over 30 runs) 

Effect of 10 per cent price rise 

Overall budget share (per cent):  
- before: mean 0.47 (sd 0.01) 
- after: mean:  0.43 (sd 0.01) 

 
Per cent consuming:  
                                     Before                After 

     Mean (sd)          Mean (sd) 
Bottom quintile        13.97 (0.73)       13.62 (0.85) 
Lower quintile            9.53 (0.54)          9.42 (0.53) 
Middle quintile         15.00 (0)             15.00 (0) 
Upper quintile           20.00 (0)            20.00 (0) 
Top quintile               25.00 (0)            25.00 (0) 
All                                16.70 (0.20)      16.61 (0.21) 
 
 
Note: N = 30 i.e. on each run, we took the average 
and here we report the average of those 30 
averages. 

 
 

 

 

Average per cent change in: 
- demand:  mean -16.53 (sd 0.53) 
- expenditure:  mean - 8.19 (sd 0.59) 
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Discussion 

Economic theory postulates that households’ demand depends on their budgets and their 

preferences. An agent-based model using this theory was created, with agents representing 

households. It was done in two stages. In the first stage, a model was built to generate a 

budget distribution to reproduce the income distribution observed in the UK, with a Gini 

coefficient of about a third and a P90/P10 ratio of about four. The second stage was to add a 

Cobb-Douglas utility function to generate preferences. Each household was then asked how 

much it would consume at different prices and these were summed to produce an aggregate 

demand curve. This process established a traceable path from households’ utility functions 

and budgets to aggregate demand. But while utility functions provide a nice logical 

framework, they are not observable in practice. So the next model made no assumptions 

about underlying utility but used just budgets and price elasticities to estimate the effect of 

price changes. To sum up, this chapter has presented three models: 

 to generate an budget distribution 

 to model demand using a Cobb-Douglas utility function  

 to model the impact of price changes without using a utility function. 

 

How do these ABMs compare with models based on averages, such as the ‘representative 

agent’ discussed in Chapter 1? For example, if we take an average household and the average 

price elasticity for food of (minus) 0.5, a price rise of 10 per cent will result in an increase in 

total expenditure of 4.5 per cent (1.1 x (1-0.05) = 1.045). The model using heterogeneous 

agents suggested expenditure will rise by 5.1 per cent, more than the representative agent 

method suggests. This may seem surprising. It arises because of the skewness of the budget 

distribution. Even though most households have a below average budget – the median is less 

than the mean – and despite the fact that richer households spend a lower proportion of their 

budgets on food, the households in the top 20 per cent of the budget distribution account for 

30 per cent of the expenditure (as shown in Figure 3.8). As richer households have lower 

price elasticities, their expenditure will rise by more: according to the model, the rise in 

expenditure varies from 3 per cent in the poorest quintile to 7 per cent in the richest. In both 

cases, expenditure rises less than the price has risen, which means that demand has fallen; by 

6 per cent in the poorest households but only 3 per cent among the richest. This depth of 

understanding is just not available from a method relying on averages. 
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To show how this depth might be useful, imagine that the 10 per cent increase in the price of 

food was the result of the imposition of value-added tax. (In the UK, most food is not taxed.)  

Not surprisingly, the practical demand model shows that the tax is regressive. The tax paid 

amounts to an average of 1.4 per cent of the budget of the poorest quintile and 0.8 per cent of 

the richest (because the poor spend a higher proportion of their budget on food than do the 

rich). Nevertheless, the richest quintile actually pay 32 per cent of the total tax revenue 

compared to only 12 per cent paid by the poorest because the rich spend more on food. 

Details in Table 3.1.  

Table 3.1: Results: estimated effect of the imposition of a ten per cent ad valorem tax on 

food. 

(Based on 30 runs with 1 000 agents.) 
Effective   Share of  
tax rate (%)                revenue (%) 
Mean (sd)            Mean (sd)           

 

Bottom quintile        1.4 (0.016)           12.0 (0.2) 
Lower quintile         1.2 (0.013)      14.4 (0.3)      
Middle quintile        1.1 (0.022)   18.7 (0.4)     
Upper quintile           1.0 (0.015)  22.5 (0.4)     
Top quintile               0.8 (0.013)  32.3 (0.7)    
Overall/Total       1.0 (0.010)  100 

 

 

Furthermore, the representative agent approach is especially weak in the case of the luxury 

good which the average household does not consume at all. If the average price elasticity of 

(minus) 2 were applied, demand would fall by 20 per cent and expenditure by 12 per cent. 

The model using heterogeneous agents suggested a few households would actually stop 

consuming all together and total expenditure would fall by 8 per cent, less than the 12 per 

cent suggested by the representative agent model. However, these figures were derived using 

price elasticities that were assumed because no estimates are available. If we are to move 

away from using representative agents, we need estimates of price elasticities for different 

income groups and not just at the mean.  

 

It would be surprising if both methods produced the same results because for that to be the 

case, the Engel curves (i.e. the relationship between income and consumption) must be linear. 

Clearly this is rarely so. The heterogeneous agent model provides more detailed results and 
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can throw light on possible distribution effects. For further discussion, see Blundell et al, 

1993.  

 

We noted at the beginning of this chapter that households have different budgets and different 

preferences and different consumption patterns and that the average household in this sense 

does not exist. Why, then, should analysis be based on averages?  We noted in Chapter 1 that 

that Hayek (1931, p5) argued averages were of no value. Yet 80 years later, when ONS tried 

to use its data to assess the impact of the post-2008 recession on expenditure, it seemed rather 

surprised to find that analysis based on an average household does not work: “It appears that 

it is difficult to define the impact of the recession on the typical household, with the effect 

depending greatly on household circumstances and preferences.” (ONS, 2011, p86.) With 

twenty-first century computing power, there is no longer any need to rely on averages. The 

simple models presented in this chapter show how a few micro assumptions can be used to 

reproduce macro patterns observed in the real world, taking heterogeneity into account. 

 

To sum up, in this Chapter, we have shown how agent-based models can produce 

heterogeneity. There are some situations for which the representative agent may be sufficient, 

but for others, such as when goods are not widely consumed or there is interest in the 

distributative impact of the price (or tax) change, the representative agent approach is 

inadequate. But what we have done here could have been achieved using micro-simulation. 

We have not utilised the unique characteristic of agent-based modelling, namely the ability of 

agents to interact with one another. In the next chapter we will start to see what happens 

when agents do influence each other’s behaviour. 
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Appendix to Chapter 3: How to do it 

A3.1 Budget distribution 

Purpose: The aim of the model is to generate a set of agents to represent households and to 

allocate to each household a budget to meet certain macro distribution metrics, normalised so 

that the average budget equals 100. 

Entities: Agents are created to represent households and each household is given just one 

characteristic: its budget.  

Stochastic processes: The model distributes budgets randomly using an exponential function, 

shifted ‘right’ to avoid very low budgets. The exponential is used because the median is 

below the mean and it generates some high values in the tail. It also has the advantage that 

there is a ready-made function in NetLogo to create an exponential random distribution and 

that only one parameter is required, the mean. However, as the budgets are normalised to 

100, this is pre-set. 

Initialisation: Only one value has to be entered: a minimum budget level, to determine how 

far to the right the distribution is shifted  

Output: The model calculates the Gini coefficient and the P90/P10 ratio.  

 

A screenshot is shown in Box 3.3. The pseudo-code is in Box A3.1.  For the full code see the 

website: Chapter 3 – Budget distribution. 
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Box A3.1: Pseudo-code for the Budget Distribution model 

Generate 1 000 agents called households and give each one attribute: budget. 
Distribute a budget to each agent using a random-exponential function and the two parameters: a 
minimum and mean. 
Normalise the budgets so that the mean is always 100  
Ensure no households have a budget of zero. 
Calculate the Gini coefficient (based on Wilensky, 1998): 

Sort the households by income 
Accumulate for each household in turn from the poorest to the richest:  

(the rank of the household minus the proportion of the sum of the incomes of all 
households up to and including this household) as a proportion of (the total income 
of all households).  

Calculate the Gini coefficient. 
Calculate the P90/P10 ratio: 

Using the sorting measures generated in the calculation of the Gini coefficient, identify the    
bottom and top decile boundaries and take the ratio. 

Report the metrics and plot the budget distribution, sending output to the interface and to a csv file. 

 

Things to try using the budget distribution model 

 You have been asked to assess the impact of a sales tax change in the US where the 

Gini coefficient is about to 0.45. To do this you need to generate a set of households 

with a suitable distribution of income. How would you do that using this model? 

 In Sweden the Gini coefficient (based on equivalised disposable income) is 0.25. How 

would you create that distribution using this model? 

 The model uses an exponential distribution. NetLogo provides other types of 

distributions. What is the effect of using other NetLogo distributions such as the 

Poisson distribution? Try creating other distributions, such as log normal. How would 

you determine which distribution is the closest to the actual distribution? 

 

Reference 

Wilensky, U. (1998) NetLogo Wealth Distribution model.. Center for Connected Learning 

and Computer-Based Modeling, Northwestern University, Evanston, IL. Available at: 

http://ccl.northwestern.edu/netlogo/models/WealthDistribution 

 

  

http://ccl.northwestern.edu/netlogo/models/WealthDistribution
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A3.2 Utility function-based demand model 

Purpose: The aim of the model is to use a Cobb-Douglas utility function together with the 

Budget Distribution model described above to produce demand curves. 

Entities: Agents are created to represent households and each household is given a set of 

characteristics: its budget and the value of alpha to reflect its preferences. From these 

additional attributes are calculated: demand, expenditure and utility.  

Stochastic processes: There are just two processes: 

1. The model distributes budgets randomly using an exponential function (as previously 

described) using pre-set parameters to generate a distribution with a Gini coefficient 

of about a third and a P90/P10 ratio of about four..  

2. The model allocates alphas according to households’ budgets. A mean alpha is 

allocated to each quintile group together with a standard deviation that applies to all 

quintiles. Within each quintile group, alpha is distributed allocated randomly using a 

normal distribution using these parameters. 

Initialisation: Two groups of parameters to be set: 

 Mean budget shares (alphas) for each quintile plus a standard deviation to apply to all. 

For food, the values used (in Figure 3.4) were: 

Bottom quintile                        0.15 
Lower quintile                          0.13 
Middle quintile                        0.12 
Upper quintile                          0.10 
Top quintile                              0.08 

 Standard deviation         0.02 
 

 Prices: the initial price and the percentage change price. 

Output: Four graphs are plotted: the distribution of alphas, an aggregate demand curve, the 

distribution of demand at a given price and a scatter diagram plotting the change in utility 

against budget (see Figures 3.5, 3.6 and 3.7). 

 

The pseudo-code is in Box A3.2.  For the full code see the website: Chapter 3 – Utility 

Function Based Demand. 
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Box A3.2: Pseudo-code for the utility function based demand model 

Generate 1 000 agents to represent households  with these attributes:  
    The budget and which quintile it lies in 
    The parameter of the Cobb-Douglas function, alpha  
    The demand for good A at the initial price and new price and the difference between the two .  
    The initial and new expenditure on good A 
    The initial and new utility levels and the percentage change 
 
Allocate budgets to households (as in previous model) and define quintiles.  
Calculate the Gini coefficient and (as in Box A3.1). 
Allocate an alpha to each household. 
Ask each household how much of good A it would demand at each price, total and draw the demand 
curve. 
Calculate the change in demand from a given price and the effect on expenditure (even though total 
expenditure will not change as the own-price elasticity is one). 
Calculate the utility at the initial price and the new price and the percentage change for each 
household. 
Report the metrics and plot the graphs. 

 

 

Things to try using the utility function based demand model 

 What happens when all agents have the same budget share or alpha? (Set all the means to 

the required alpha and the standard deviation to zero.) Note that this is not the same as 

using a representative agent as each household has a different budget.  

 What happens when alpha rises with income? Take, for example, transport where the 

budget shares in the UK in 2010 give the following alphas:  

Bottom quintile   0.09 
Lower quintile      0.11 
Middle quintile    0.12 
Upper quintile      0.14 
Top quintile          0.14 
Overall     0.13 

(Source: ONS, 2011) 
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A3.3 Practical demand model 

Purpose: The aim of the model is to use the Budget Distribution model described above with 

assumptions about the proportion of households consuming and about own-price elasticities 

to estimate the impact of changes in price. 

Entities: Agents are created to represent households and each household is given a set of 

characteristics: its budget, its budget share (which may be zero) and its own-price elasticity. 

From these additional attributes are calculated: demand and expenditure.  

Stochastic processes: There are four stochastic processes: 

1. The model distributes budgets randomly using an exponential function (as previously 

described) using pre-set parameters to generate a distribution with a Gini coefficient 

of about a third.  

2. Initial mean percentages consuming are allocated according to households’ budgets 

randomly using a normal distribution.  

3. The model allocates budget shares according to households’ budgets randomly using 

a normal distribution.  

4. The model allocates own-price elasticities randomly using a normal distribution.  
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Initialisation:  

 For budget shares: mean budget shares for each quintile plus a standard deviation to 

apply to all.  

 For initial mean percentages consuming for each quintile group, a mean is set, and an 

overall standard deviation.  

o If all households do consume, these means should be set to 100 per cent and 

the standard deviation set to zero; and the minimum consumption set to zero. 

o If the model is to allow some households not to consume, the minimum 

consumption level has to be set so that for households estimated to consume 

below this level, consumption is rounded down to zero. 

 For the own-price elasticities: mean own-price elasticities for each budget quintile 

plus a standard deviation to apply to all.   

 Prices: the initial price and the percentage change price. 

These are shown in Figure A3.1. 

 

Figure A3.1: Screen shot of inputs for the practical demand model: food. 
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Output: Two graphs and a large number of results are produced, as shown in Figure A3.2. In 

addition, two csv files are produced to store these results, together with the assumptions. 

 

INSERT Figure A3.2: Screen shot of outputs of practical demand program: food 
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The pseudo-code is in Box A3.3. For the full code see the website: Chapter 3 – Practical 

Demand. 

 

Box A3.3: Pseudo-code for the Practical Demand Model 

Generate 1 000 agents to represent households  with these attributes:  
    Budget and which quintile it lies in 
    Initial budget share and new budget share 
    Price elasticity 
    The demand for good at the initial price and new price and the difference between the two.    
    The initial and new expenditure on good and the difference between the two. 
    Tax paid and effective tax rate. 
 
Allocate budgets to households and groups by quintiles.  
Calculate the Gini coefficient and (as in Box A3.1). 
Allocate budget share to each household (as for alphas in Cobb-Douglas model). 
Allocate elasticity to each household. 
 
Calculate the change in demand from a given price and the effect on expenditure. 
Calculate the tax paid and the effective tax rate (as if the price rise were a tax). 
Report the results and plot the graphs, sending output to the interface and to two csv files. 
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Things to try with the practical demand model 

 Use the budget data for food (given in A3.2) and try changing the price elasticities. 

For example, what happens when all agents have the same budget shares and 

elasticities? (Set all the means the same and the standard deviation to zero.) 

 What happens with clothing and footwear, given the data below?  

 
Budget share       Per cent of total expenditure        Own-price 
(per cent)             on clothes  and  footwear               elasticity 

Bottom quintile     4   6   -0.5 
Lower quintile       4   11   -0.6 
Middle quintile      5   17   -0.6  
Upper quintile         5   25   -0.6 
Top quintile             5   41   -0.6 

 Overall     5   100         - 0.6 

Sources: expenditure data: ONS (2011), elasticities based on Blundell et al (1993). 

 

 What happens when different elasticities are used for the cinema example?  

 Imagine that you are looking at the consumption of a good which is considered to be 

‘bad’ like tobacco.  What could you do to reduce consumption and what would be the 

effects of different groups? Here is some data for tobacco consumption: 

       Mean own-price elasticity = - 0.9 to -1 
Per cent consuming = 24 

Budget share (%) Per cent of     
total expenditure   

Bottom quintile     2   19 
Lower quintile      2   20 
Middle quintile     1   26 
Upper quintile        1   20 
Top quintile            0.5   15 

               Overall    1   100 

 

Sources: elasticity data: Czubek & Johal (2010); expenditure data: ONS (2011). 

 

 


